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What is Deep Learning?

• Deep Learning is name used since the mid 2000s for machine learning when the
hypothesis set consists of deep neural networks.

• Deep neural networks are artificial neural networks with "many" layers (e.g. ≥ 5).

• Artificial neural networks are predictive models inspired by (early) Neuroscience.

Main idea:
• build a complex function out of

simple units ("neurons")
• arrange neurons in layers
• any layer’s outputs are the next

layer’s input
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Neural Networks

Notation:
• inputs: x ∈ X = Rd, outputs: y ∈ Y, e.g. Y = {1, . . . , K}, or Y = RK .
• neural networks consist of layers,

▶ first layer has original x as input: input layer,
▶ all other layers have output of previous layer as input,
▶ last layer has prediction h(x) as output: output layer,
▶ layers that are neither input nor output are called hidden layers,

• layer counting is a bit inconsistent: count all? or just hidden? or hidden+output?
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Neural Networks

Each neural network architecture parametrizes a set of functions, h : X → RK :
• each layer, l computes an output h(l)(v) from its input v, where

h(l)(v) = σl(Wlv + bl) for l = 1, . . . , L

▶ Wl is a weight matrix of size (number of layer outputs) × (number of layer inputs),
▶ bl is a vector of bias terms (as many elements as layer has outputs),
▶ σl is a non-linear function, called activation function, that is applied componentwise.

▶ typically σl is the same for all neurons and all layers, except probably the output layer

Overall:
h(x) = h(L)(h(L−1)(. . . h(2)(h(1)(x) ) ) )

• h is parametrized by θ = (W1, b1, . . . , WL, bL)
• the non-linearities, σl, can have no free parameters, too, but more often don’t
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Forward propagation

Computing the network output given its input is also called forward propagation.

Forward propagation just means evaluating the definition of f step-by-step:

h(x) = h(L)(h(L−1)(. . . h(2)(h(1)(x) ) ) )

"Feed-Forward Networks"
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Example: The 4-layer network from the picture encodes the function:

h(x) = b3 + W3σ(b2 + W2σ(b1 + W1x))

where we have integrate

• σ is the activation function
• x ∈ R6 is the input
• W1 ∈ R4×6 and b1 ∈ R4 are the weight

matrix and bias vector of the first layer
• W2 ∈ R3×4 and b2 ∈ R3 are the weight

matrix and bias vector of the second layer
• W3 ∈ R1×3 are b3 ∈ R are the weight

matrix and bias vector of the third layer

Total number of parameters: 24 + 4 + 12 + 3 + 3 + 1 = 47

Real-world networds: hundreds of millions or even billions parameters 7 / 87



Activation Functions: σ : R1 → R1

sigmoid tanh(t) = et − e−t

et + e−t

rectified linear ReLU(t) = max(0, t).

leaky ReLU LReLU(t) = max(0, t) + α min(0, t) for small α > 0.

swish swish(t) = t

1 + e−βt

... and many more... 8 / 87



Network architectures

How deep should my network be (i.e. how many layers)?
• Mathematically, two-layer networks are enough to represent any target function.

Theorem (Universal approximation)

For any continuous function, g : X → R, and any ϵ > 0, there is a two-layer
neural network, f , that approximates g up to precision ϵ in L∞-norm.

• Practically, such networks might need a huge number of neurons.
• Deeper network allow building complex functions with overall fewer neurons.
• But: deeper network take longer to train and evaluate.

How wide should my network be (i.e. how many neurons in each layer)?
• Wider networks have higher capacity, they can represent more functions.
• Wider networks are easier to train.
• But: wider networks need more memory and computation.

"As deep and wide as the available resources allow."
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Deep Networks for Computer Vision
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Example Task: Object Recognition
ImageNet Large Scale Visual Recognition Challenge (ILSVRC)

• 1.2 million train images
• 1000 object categories
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Example Task: Object Recognition

• input X ⊂ R150528: RGB images at resolution 224× 224 (224× 224× 3 = 150528)
• output Y = {1, . . . , K} with K = 1000 object categories

What models can we build?
• linear model: h(x) = Wx with W ∈ R1000×150528

→ ≈150,000,000 parameters, 600MB RAM
• network with 1 hidden layer of size 150528: h(x) = W2σ(W1x) W1 ∈ R150528×150528

→ ≈22,000,000,000 parameters, 88GB RAM
• deep network with 50 hidden layers of size 150528
→ > 1 trillion parameters, 4 TB RAM

For high-dimensional inputs, such as images, the number of parameters quickly gets
excessively large. One has to
• make hidden layers very narrow, or think of something else.
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Receptive Field

Weight matrices are so big, because every neuron in layer l + 1 is connected to every neuron
in layer l:

Fully-Connected Layer

• dense W ∈ Rdout×din , → here: 5× 6 = 30 entries
• if we increase width of all layers, number of free parameters grows quadratically
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Receptive Field

Weight matrices are much smaller, if every neuron in layer l + 1 is connected only to subset
of neurons in layer l:

Example: Layers with Restricted Receptive Field (1D)

• sparse W ∈ Rdout × din with at most k non-zero entries at fixed positions per row
→ here k = 2: 5× 2 = 10 entries
• increasing the width of all layers (with k fixed), number of free parameters grows linearly
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Receptive Field

For multi-dimensional inputs, e.g. images, neuron are connected locally:

Example: Layers with Restricted Receptive Field (2D)

Many properties of images are local, and a small receptive field suffices to identify them:
• is this region: bright or dark? which color? smooth or rough?
• does the region show: vertical/horizontal/diagonal line? a corner?

Later layers can combine local information from previous layers:
• long straight line? circular segment? two nearby dots?
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Weight Sharing

Example property: for each 3× 3 region, is there a vertical line here?
• W = (w1, w2, w3, w4) ∈ R4×(3×3)

• w1 = w2 = w3 = w4 =

−1 0 1
−1 0 1
−1 0 1

 why learn individual weights at all then?

Weight sharing:
• use same weights for each neuron in layer (they have different receptive fields)
• number of free parameters = size of receptive field: 3× 3 = 9, regardless of dl−1 and dl
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Convolutional Layers

Example (2D data with layers arranged as 2D arrays)

Receptive fields are small (K × L)-rectangular regions:

• neuron (i, j) in layer l takes as input neurons
(i−K, i−K + 1, . . . , i + K − 1, i + K)×
(j − L, j − L + 1, . . . , j + L− 1, j + L) from
layer l − 1 and computes

yl
j =

K∑
k=−K

K∑
l=−L

w[k, l]al−1[i− l, j − k]

for weights (w[k, l])k=−K,...,K
l=−L,...,L

• Layers of this type are called convolutional layers with convolution kernel w.
• Networks that use convoluational layers are called convolutional networks (ConvNets).
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Multi-Channels Convolutions

Each convolution kernel learns learns one local property. In reality, we need many.
Example (2D data with layers arranged as 2D arrays with multiple channels)

Receptive fields are small (K × L× C)-rectangular volumes:

• neuron (i, j) in layer l takes as input all C
channels of neurons
(i−K, i−K + 1, . . . , i + K − 1, i + K)×
(j − L, j − L + 1, . . . , j + L− 1, j + L) from
layer l − 1 and computes a D channel output

yl
i,j;d =

K∑
k=−K

K∑
l=−L

C∑
c=1

w[k, l; c, d]al−1[i− l, j − k; c]

for weights (w[k, l; c, d])k=−K,...,K
l=−L,...,L
c=1,...,C
d=1,...,D
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Convolutional Layers: Layer sizes

Observation: for convolutional layers, layer widths are determined by kernel size

Zero padding

j

jj-1 j+1

w-1

w0

w+1

0 0

• layer l is same size as layer l − 1
• the number of channels for each

layer is arbitrary

"Valid" padding

j

jj-1 j+1

w-1

w0

w+1

• layer l is a bit smaller than layer l − 1
• the number of channels for each layer is

arbitrary
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Convolutional Networks: Pooling Layers

Other ways to combine local information besides convolutions?

Max Pooling

j

jj-1 j+1

max(aj-1,aj, aj+1)

Non-linear pooling layer
• compute max over receptive field
• also possible: evaluate every K-th window

("stride")
• no parameters to learn

Problem: non-differentiable, sparse gradient
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Convolutional Networks: Pooling Layers

Other ways to combine local information besides convolutions?

Average Pooling

j

jj-1 j+1

(aj-1 + aj + aj+1)/3

Linear pooling layer
• compute average over receptive field
• also possible: evaluate every K-th window

("stride")
• no parameters to learn

Problem: little added value
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Convolutional Networks: Pooling Layers

Other ways to combine local information besides convolutions?

Strided Convolutions

jj-1 j+1

aj aj+1aj-1

w0

w+1w-1

Linear convolutional layer
• compute ordinary convolution, but

evaluate only every K-th window
("stride")

Advantage: simple, saves computations
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AlexNet [Krizhevsky, Sutskeyer, Hinton. "ImageNet Classification with Deep Convolutional Neural Networks", NeurIPS 2012] —
111301 citations
as of 06/19/2022

The most influential ConvNet of all times:
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Residual Networks (ResNets)
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Residual Networks [He, Zhang, Ren, Sun. "Deep Residual Learning for Image Recognition", CVPR 2016] – 122490 citations as of 06/16/2022

Puzzling observation:
• increasing the number of layers of a

ConvNet (18 to 34) does not lead to
lower training error

• puzzling, because the deeper model
can encode stricly more functions.
For example, extra layers could just
learn the identity function.

• note: this is different from
overfitting, which would be a
statement about the test error

• possible reason: optimization is
harder for deeper network
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Residual Networks [He, Zhang, Ren, Sun. "Deep Residual Learning for Image Recognition", CVPR 2016] – 122490 citations as of 06/16/2022

Analysis: it’s hard for a network layer hl(x) = Wlx to learn an identity function (Wl = Id)
when initialized with random Wl ≈ 0.

Solution:
• make the identity function explicit

hl(x) = x + Wlx

• Wlx acts only as a correction term
• initializing Wl ≈ 0 is fine

Specific choice slightly more complex:

"Residual Block"

If input-output dimensions not the same,
use linear Wlx instead of identity x in the
shortcut.
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Residual Networks [He, Zhang, Ren, Sun. "Deep Residual Learning for Image Recognition", CVPR 2016] – 60052 citations as of 06/11/2020

Observation: with residual blocks (ResNets)
• optimization becomes easier
• deeper networks achieve smaller training error (and test error)
• to drive home its point, paper trains a 1202-layer network (but that overfits)
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Example Task: (Semantic) Image Segmentation
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Example Task: (Semantic) Image Segmentation

Common requirement for real-world tasks: assign a label to each image pixel.
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Fully-convolutional networks

Common structure for image classification networks, including AlexNet and VGG:
• first: some convolutional and local pooling layers

▶ weight are convolution kernels, W ∈ RK×C×C′ (1d) or W ∈ RK×L×C×C′ (2d)
→ not restricted to a specific input size, only number of channels must be fixed

▶ parametrizes a function

ϕ : RW ×H×3 → R⌊ W −a
b ⌋×⌊ H−c

d ⌋×C′
for (almost) any choice of W, H

• then: some fully connected layers
▶ weight are fixed size, W ∈ Rnl×nl+1

→ input and output must have specific number of neurons
▶ parametrizes a function

c : R⌊ W −a
b ⌋×⌊ H−c

d ⌋×C′
→ Rnout for a single choice of W, H

What, if there were no fully connected layers at the end, only convolutional ones?
• arbitrary input sizes possible, output size would vary depending on input size

"Fully-convolutional" networks
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Fully-convolutional networks

Fully-convolutional network without spatial pooling:
• can provide per-pixel segmentations for images of arbitrary sizes W ×H × 3
• disadvantages: for good quality, at least one of the following is needed:

▶ very large convolution kernel sizes
▶ very many layers
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Problem: hard to integrate global information

j

jj-1 j+1

j-1 j+1

jj-1 j+1

j

j-2

j-2j-3 j+2 j+3

j+2

input

output

Size of input region that influences an output neuron ("field of view") grows like O(KL),
• K: size of convolution kernel
• L: number of layers

Unless K or L are large, output decisions are based on small subset of input information.
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Fully-convolutional networks

Fully-convolutional network with some spatial pooling:
• more efficient, because field of view grows much quicker
• disadvantages: output is lower-resolution than input
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Fully-convolutional networks

Fully-convolutional network with downscaling (spatial pooling) and upscaling
• efficient: reasonable depth and kernel size, reasonably small intermediate layers
• high quality: wide field of view

What’s the "upscaling" part?
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Image Upscaling

Nearest Neighbor

• duplicate pixel values
• efficient, no parameters
• output looks blocky
→ better after one more convolution

Bilinear Scaling

• bilinear interpolation
• efficient, no parameters
• output looks blurry
→ better after one more convolution

Images: https://towardsdatascience.com/transposed-convolution-demystified-84ca81b4baba
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Image Upscaling

Transpose Convolution (=((((((((hhhhhhhhde-convolution) ← misnomer

• linear operation: output is sum of kernel multiplied with input values
• kernel entries can be learned
• output looks better than nearest or bilinear, but sometimes shows some regular artifacts
• formula in matrix notation looks like transpose of a convolution operation

Images: https://towardsdatascience.com/transposed-convolution-demystified-84ca81b4baba
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Converting Fully-Connected into Convolutional Layers

An nin → nout fully-connected layer is equivalent to a convolutional one with kernel size 1
(or 1× 1), but C ′ = nin input channels and C = nout output channels:

Fully-Connected

l-1

l

• units are neurons of a layer
• for i = 1, . . . , nout:

yl[i] =
nin∑
j=1

w[i, j]al−1[j]

equivalent ("1× 1") convolution

l-1

j
jl jj

j

• units are channels of a single neuron n

• for c = 1, . . . , C:

yl[n, c′] =
C∑

c=1

0∑
k=0

w[k;c′, c]al−1[n; c]

• in a bigger layer, each neuron is
processed separately
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Fully-convolutional networks

In image segmentation, pixel-precise outputs can be important, e.g. road markings.
Problem (for wide-narrow-wide/encoder-decoder architectures: all information from
high-res input to high-res output has to flow through low-res intermediate layers.

Solution: introduce long-range skip connection, between early and late layers of same
resolution.

Image: Abhishek Kumar, https://medium.com/abhishekkakiak/semantic-segmentation-segnet-a54af19b6d6 38 / 87
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U-Net [Ronneberger et al . "U-Net: Convolutional Networks for Biomedical Image Segmentation", MICCAI 2015] – 43775 citations as of 06/17/2022

Originally introduced for biologi-
cal image analysis, now also pop-
ular elsewhere.

[O. Ronneberger, P. Fischer, T. Brox. "U-Net: Convolutional Networks for Biomedical Image Segmentation", MICCAI 2015]
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Example Task: Object Detection
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Example Task: Object Detection

Identify location and type of all objects in image (typically by a bounding box)

Differences to classification or segmentation:
• output is not just labels (per-image or per-pixel) but also coordinates
• variable number of outputs
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Network Architecture for (Single-Pass) Object Detection

Variable number of outputs:
• split image into fixed-size cells
• for each cell, predict a fixed number of boxes
• postprocess predictions to suppress

duplicates and false positives

Box parametrization:
• class label – discrete as before
• (center-x, center-y, height, width)

continuous-valued coordinates
• center point must lie inside cell
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Example Task: Instance Segmentation
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Example Task: Instance Segmentation

Identify location and type of all objects in image up to pixel precision

Combines the aspects of object detection and semantic segmentation:
• objects are local regions → make many predictions, e.g. on cell grid
• predictions are made on pixel-level → predict binary mask for each object

44 / 87



Example Task: Panaoptic Segmentation
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Example Task: Panoptic Segmentation

Assign class or identify label to each pixel in an image

Combines the aspects of instance segmentation and semantic segmentation:
• individual objects ("things") are segmented with individual masks
• other regions ("stuff") are labeled according to their class

Image: [A. Kirillov, K. He, R. Girshick, C. Rother, P. Dollár. "Panoptic Segmentation", CVPR 2019]
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Example Task: Image Generation
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Deep Generative Models

Traditional predictive models
• x ∈ X : complex input, e.g. an image, h(x) ∈ Y: simple output, e.g. a label

(Deep) generative models:
• x ∈ X : any or no input, h(x) ∈ Y: complex output, e.g. a natural image

None of these people exist, the images are outputs of a Generative Adversarial Network (GAN).
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Variational Autoencoders (VAEs) [Kingma, Welling. "Auto-Encoding Variational Bayes", ICLR 2013] —
21048 citations
as of 26/06/2022

• encoder-decoder architecture: (large) input encoder→ (small) code decoder→ output
• trained by auto-encoding L = ∥input− output∥2 + regularizer
• produce new outputs by decoding a randomly produced code

Image: https://medium.com/iitg-ai/variational-autoencoders-c780c4acaf4f 49 / 87



Generative Adversarial Networks (GANs) [Goodfellow et al . "Generative adversarial nets", NeurIPS 2014] —
46219 citations
as of 26/06/2022

• generator-discriminator architecture:
▶ generator: a decoder-type network that transform random codes into outputs (e.g. images)
▶ discriminator: a classifier that tries to distinguished between real and generated data

• generator and discriminator networks are trained jointly (competing with each other)
• after training, discard discriminator, decoder produces new outputs

Image: https://medium.com/sigmoid/a-brief-introduction-to-gans-and-how-to-code-them-2620ee465c30
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Diffusion Models [Sohl-Dickstein et al . "Deep Unsupervised Learning using Nonequilibrium Thermodynamics", ICML 2015]

Image generation by sequential denoising:
• left-to-right: make image a bit noisier (straight-forward)
• right-to-left: make image a bit less noisy (train a network)

Make predictions by running right-to-left starting from pure noise.

Image: adapted from [Ho et al ., "Denoising Diffusion Probabilistic Models", NeurIPS 2020]
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Example Task: Text-to-Image Generation
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Image Generation from Natural Language Inputs

DALL-E 2 (OpenAI) Imagen (Google) Make-a-Scene (Meta) Parti (Google)

Teddy bears shopping
for groceries in
ancient Egypt

A brain riding a
rocketship heading
towards the moon

A group of elephants
walking in muddy
water

A squirrel gives an
apple to a bird

Combine natural language processing models with generative image models.

Images: https://openai.com/dall-e-2, https://imagen.research.google, https://arxiv.org/abs/2203.13131, https://parti.research.google
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Transformer Networks (Transformers)
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Excurse: Natural Language Processing

Besides computer vision, the second major application field is

natural language processing (NLP).

• input: natural language text, e.g. x = VS3 is great!
▶ sequence of words/tokens

(
VS3, is, great, !

)
▶ sequence of characters

(
V, S, 3, . . . , !

)
▶ some hybrid, e.g. n-grams, syllables, . . .

• tasks: e.g.
▶ classification, e.g. sentiment: y = positive
▶ sequence prediction, e.g. translation y = VS3 je skvělá!

• Problem: standard neural networks can only handle fixed-length inputs and outputs.
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Excurse: Natural Language Processing

How to build networks that can handle arbitrarily long sequences?

Idea: apply an ordinary (feed-forward) network to each position

VS3 je skvělá !

VS3 is great !

Problem: can only do word-by-word translation (like a lookup table), without any context
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Excurse: Natural Language Processing

How to build networks that can handle arbitrarily long sequences?
Idea: let the network remember something between positions

For each step t = 1, 2, . . . :
• input: x(t)

• internal state: h(t)

h(t) = σ(W h(t−1) + U x(t))

• output: o(t)

o(t) = V h(t)

Internal state h(t) can be thought of as (lossy)
summary of all inputs so far.

Problem 1) hard to train → typically unrolled to fixed length
Problem 2) information can only flow forward → create symmetric models
Problem 3) single global latent vector has problems to learn long-term relations
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Game Changer: Attention Mechanisms

Intuition: database lookup
• keys: k1, k2, . . . , kN ,
• values: v1, v2, . . . , vN

e.g. movies with their box office results
• queries: q1, . . . , qn, e.g. new movie

pitches

name (year) gross returns
Lolita (1997) 1M
Gigli (2003) 7M

Avatar (2009) 2847M
Ghostbusters (2016) 229M

What output to predict for a query q?
• how much does each key matters to the query? s(q, ki) = ⟨q, ki⟩

• normalize total contribution to 1: α = softmax
(
s(q, k1), s(q, k2), . . . , s(q, kn)

)
• form weighted combination of values with corresponding weights o =

n∑
i=1

αivi

All steps together and in matrix notation: attention(Q, K, V ) = softmax(QK⊤)V
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Transformer Networks [A. Vaswani et al ., "Attention Is All You Need", NeurIPS 2017] – 44663 citations as of 06/16/2022

Attention can be used as a neural network layer:

attention(Q, K, V ) = softmax(QK⊤)V

Variant: multi-head attention: different transformation for each "head"

headi(Q, K, V ) = attention(QW Q
i , KW K

i , V W V
i ) (1)

MultiHead(Q, K, V ) = concat
(
head1(Q, K, V ), . . . , headd(Q, K, V )

)
(2)

Self-attention layer: in input sequence X acts as keys and as well as queries
• prediction can depend on relation of every word to any other word

"Transformer Networks"

[A. Vaswani et al ., "Attention Is All You Need", NeurIPS 2017] – 44663 citations
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Vision Transformers [Alexey Dosovitskiy et al ., ICLR 2021] – 4985 citations as of 26/06/2022

Vision Transformers (ViT) transfer the
attention idea from text to images:

• split image to fixed size patches
(e.g. 8× 8 pixels)

• transform each patch linearly

• arrange encodings in a sequence

• attach an encoding of patch position

• feed sequence into transformer model

State of the art results on many computer vision tasks

Problems: hard to train, needs a lot of training data

[A. Dosovitskiy et al ., "An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale", ICLR 2021]
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Training (Deep) Neural Networks
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Training (Deep) Neural Networks

The network architecture determines the class of possible function. Which function exactly is
selected is determined by the network parameters.

fθ(x) = bL + WLσ(bL−1 + WL−1σ(· · ·σ(b1 + W1x) ) ) )

Parameters θ = (W1, . . . , WL, b1, . . . , bL) are learned by empirical risk minimization:

min
θ

1
n

n∑
i=1

ℓ( yi, fθ(xi) )

• binary classification ℓ(yi, fθ(xi)) = − log(1 + e−yifθ(xi)) "log-loss"

• multi-class classification ℓ(yi, fθ(xi)) = − log efθ(x)[y]∑K

k=1 efθ(x)[k]
"soft-max"/
"cross-entropy"

• regression ℓ(yi, fθ(xi)) = ( yi − fθ(xi) )2 "squared loss"

The resulting optimization problems are large-scale and non-convex!
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(Non-convex) Numeric Optimization
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Numeric Optimization

Numeric optimization of a differentiable function, F , is a rather well understood field. The
gradient descent method will usually converge to a locally optimal solution!

(Steepest) Gradient Descent Minimization

input step size η > 0 (=learning rate)
1: initialize θ0
2: for t = 1, 2, . . . do
3: θt ← θt−1 − η∇θ F (θt−1)
4: end for

Many variants, to increase generality or efficiency. Some we’ll discuss later today:
• stochastic gradient method
• changing stepsize over time (manually or automatically)
• adaptivity and momentum
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Gradient Descent

Gradient descent searches a minimum of
a differentiable function by iterative steps
in the opposite direction of the gradient
of the function.

Gradient descent on a series of level sets
65 / 87



Gradient Descent

If the objective function is convex, e.g. linear logistic regression, gradient descent converges
to a global minimum (because all local minima are actual global minima).
For neural networks, the objective function is non-convex, so gradient descent might only
find a local minimum.
(the objective function is typically not even differentiable, but we ignore that in practice)

Convex Function Non-Convex Function
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Stochastic Optimization

For training, the function we want to minimize is a sum over many training examples:

min
θ∈Rd

F (θ) for F (θ) = 1
n

n∑
i=1

ℓ( yi, fθ(xi) )

Every computation of the gradient of F needs at least like O(nd) operations:
• d is the dimensionality of the parameters → 100s of millions
• n is the number of training examples → millions

O(nd) is trillions of operations. How to speed this up?
• we can’t get rid of O(d), if we want to change θ ∈ Rd,
• but we can get rid of the scaling with O(n) for each update!

67 / 87



Minibatch Stochastic Gradient Descent (SGD)

F (θ) = 1
n

n∑
i=1

fi(θ), for functions f1, . . . , fn.

(Minibatch) SGD

input step sizes η1, η2, . . .
input number of iterations, T
input batchsize B

1: initialize θ0
2: for t = 1, . . . , T do
3: I ← random subset of indices, |I| = B
4: v ← 1

B

∑
i∈I ∇fi(θt−1)

5: θt ← θt−1 − αtv
6: end for

output θT , or best on validation set

• Best batchsize B is problem-dependent
▶ small B: fast updates, high variance
▶ large B: slow updates, low variance,

high memory requirements

• In practice:
▶ don’t pick I randomly in each step

but split training data into random
B-sized chunks

▶ each pass through the training set is
called an epoch.
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Advanced Optimizers

In practice, often additional tricks are added, resulting in a number of popular optimizers,
e.g.
• momentum → avoid inefficient zig-zagging
• adaptive step size: AdaGrad, RMSProp → step size depends on function steepness
• both: Adam, Nadam

not popular: second order optimization e.g. Newton’s method, though approximate ones
exist e.g. shampoo.

How to implement numeric optimizers?
• Usually: you don’t!
• learning frameworks, such as pytorch, tensorflow, jax have them built in
→ faster and with fewer bugs than your own implementation
• automatic gradient computation using automatic differentiation.
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Deep Learning: Learning Rates

70 / 87



What learning rate to use?

Intuition from ordinary (non-stochastic) gradient descent:

• same learning rate α can be used for all steps of the optimization
• if chosen small enough, convergence to optimum is guaranteed

▶ close to optimum, gradient gets shorter, so updates get smaller
▶ at optimum, gradient is zero, update is zero

• unfortunately, for stochastic, situation is less easy
Image: https://www.jeremyjordan.me/nn-learning-rate/
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What’s the best learning rate to use?
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Choosing a Learning Rate

The best learning rate is problem dependent:

Procedure to find a good learning rate

input A: range of possible values for α, e.g. A = {2−15, . . . , 2−1}
for α ∈ A do

Fα ← run optimizer with learning rate α starting at θ(0)

end for
α∗ ← argminα Fα

output α∗

Procedure makes no sense if we train until convergence every time.

Instead:
• train only for a small number of steps, e.g. 1 epoch
• if necessary, use only a subset of the data
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Choosing a Learning Rate

Single-Pass Procedure

input αmin, αmax target range for α
input γ decay factor, e.g. γ = 0.999

θ ← θ(0)

α← αmin
while α < αmax do

θ ← one more step of (mini-batch) SGD with learning rate α
Fα ← F (θ)

end while

Choose α by looking at resulting curve.
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What’s the learning rate to use?

• make sure all three regions are visible
• pick learning rate where curve has strong downwards slope

Image: https://www.jeremyjordan.me/nn-learning-rate/
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Optimal Learning Rate?

Formally, it is known how the learning rate influences SGD’s converge speed:

Theorem (Convergence Rate of SGD)

Let f : Rd → R be bounded from below by 0, let ∇f be L-Lipschitz continuous. Assume
there exists a σ2 > 0 such that E[∥∇fi(θ)∥2] ≤ σ2 for all θ (stochastic variance is bounded).
Then SGD with small enough step sizes α1, α2, . . . fulfills

min
t=1,...,T

{
E ∥∇f(θ(t))∥2

}
≤ f(θ(0))− f(θ∗)∑T

t=1 αt

+ Lσ2

2

∑T
t=1(αt)2∑T

t=1 αt

(conditions are not fulfilled for ReLU networks, but similar results exist)

Observation: for constant learning rate, αt = α for t = 1, 2, . . . :
• if σ = 0 (no stochasticity), right hand side converges to 0 with rate O( 1

T )

• with σ > 0, right hand side does not converge to 0, (because
∑T

t=1 α2∑T

t=1 α
= α)
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SGD with Constant Learning Rate

θ*

θ(0)

Two regimes:
• (vanilla) SGD reaches general vicinity of a good point rather quickly
• but then it fails to truly convergence because of stochasticity
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Optimal Learning Rate?

Formally, it is known how fast stochastic gradient descent converges:
Theorem (Convergence Rate of SGD)

Let f : Rd → R be bounded from below by 0, let ∇f be L-Lipschitz continuous. Assume
there exists a σ2 > 0 such that E[∥∇fi(θ)∥2] ≤ σ2 for all θ (stochastic variance is bounded).
Then SGD with small enough step sizes α1, α2, . . . fulfills

min
t=1,...,T

{
E ∥∇f(θ(t))∥2

}
≤ f(θ(0))− f(θ∗)∑T

t=1 αt

+ Lσ2

2

∑T
t=1(αt)2∑T

t=1 αt

(conditions are not fulfilled for ReLU networks, but similar theorem exist)

Consequence: learning rate should decrease over time
• convergence, e.g., if

▶
∑∞

t=1(αt)2 <∞ "square summable"
▶

∑T
t=1 αt

T →∞→ ∞ but "not summable"
• prototypical example: αt = α

t or αt = α
t+t0
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Time-Varying Learning Rates

Theory-suggested learning rate schedule

αt = O( 1
t + t0

)

can be quite slow in practice. E.g., distance from initialization
∑T

t=1 αt = O(log T )

Many other proposed schedules:
• reduce learning rate by multiplicative

factor, e.g. γ = 0.1, at predetermined
epochs
• reduce learning rate by multiplicative

factor, e.g. γ = 0.95, after every epoch
• reduce learning rate quickly, raise it

again, reduce it again, etc.

A good schedule can have tremendous effects!
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Time-Varying Learning Rates

Deep learning packages support time-varying learning rates via schedulers.

f(x) f(x) f(x) f(x)

constant reduce every k epochs linear decrease cosine decrease

f(x) f(x)

adaptive to plateaus linear with warmup repeated cosine annealed triangular

Different model types benefit from different schedulers.
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Deep Learning: Regularization
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Overfitting

Deep networks typically have many more parameters than the number of training examples
they are trained with
→ one would expect overfitting

Surprisingly, this is often not the case:
• training accuracy goes to one without the validation accuracy suffering
• making models bigger typically work better than keeping them small
• why exactly is that? → ongoing research

Nevertheless, some forms of regularization are also popular in deep learning:
• early stopping
• dropout
• data augmentation

We’ll discuss them only briefly, as we encountered them before.
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Early Stopping

Deep learning training can take a long time (hours,
days or months).

To save time/energy/money and avoid risk of
overfitting:
• look at the learning curve:
• if validation loss stops decreasing, stop

training
(but remember potential gains from learning
rate adjustments)

"learning curve"
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Dropout

During training:
• in any forward pass, set the output of each neuron to 0

with a certain drop probability p.
• other outputs are multiplied by 1

1−p to compensate.

This can be seen as sampling at each training step a different
(sparse) sub-network and updating only the corresponding
portion of parameters.

Prediction time: no neurons are dropped.

This can be interpreted as taking the average prediction of the
ensemble of sub-networks.

[Srivastava et al . "Dropout: A Simple Way to Prevent Neural Networks from Overfitting", JMLR 2014] 84 / 87



Data Augmentation

During training:
• change each input image by a small amount that should not affect its output

At prediction time:
• either: do not change the input, or
• make several changes to each input image, evaluate network for each and vote on output

Problem: need prior knowledge about input data characteristics

Example: Object recognition
For images, we know that certain transformations
do not affect which object is visible, e.g.
• small translations, rotations, scaling
• minor color variations
• small amounts of noise
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Extended Data Augmentation: MixUp [Zhang et al . "mixup: Beyond Empirical Risk Minimization", ICLR 2018]

MixUp:
• create artificial examples as linear combinations of original data

for the inputs as well as for the outputs!

x̃ = αxi + (1− α)xj ỹ = αyi + (1− α)yj

x
y (0, 0, 0, 0, 1, 0) (1, 0, 0, 0, 0, 0) (0.4, 0, 0, 0.6, 0, 0)

Encourage network to behave linearly in the span of the training images → avoid extremes
[Hongyi Zhang, Moustapha Cisse, Yann N. Dauphin, David Lopez-Paz. "mixup: Beyond Empirical Risk Minimization", ICLR 2018]
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Summary

Deep Learning is a just special case of machine learning.
Concepts, insights and best practices still apply:

• minimizing the training loss
• observing or avoiding overfitting

• estimate model quality on hold-out data
• model selection on validation data

But also: Deep Learning is special in many ways.
Many new design choices:

• network architecture
• non-linearities
• learning rate (scheduler)
• optimizer
• data augmentation

With scale, new tasks become possible:
• panoptic segmentation
• image generation
• what’s next?

Field evolves rapidly. Don’t get lost in it!
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